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Abstract— Quadrupedal mobile manipulators combine loco-
motion and manipulation for versatile operation in unstruc-
tured environments. While conventional model-based control
ensures stability, it often lacks the generalization capabilities
required for diverse daily tasks. Conversely, data-driven ap-
proaches offer a promising alternative but are hindered by a
critical scarcity of unified whole-body data. To bridge this gap,
we introduce a scalable dataset collection pipeline designed to
enable the training of Vision Language Action (VLA) models.
Our framework automates the generation of diverse demonstra-
tions through a two-stage process: bootstrapping from expert
model-based controllers and scaling via autonomous rollouts.
This work provides the foundational data infrastructure to
extend the success of VLA models to quadrupedal mobile
manipulators.

I. INTRODUCTION

Quadrupedal mobile manipulators are versatile robots ca-
pable of navigating complex terrain while performing precise
interactions, enabling applications ranging from last-mile
delivery to industrial inspection. Unlike wheeled platforms
or fixed-base manipulators, they require tight coordination
between the floating base and the arm to maintain stability
while extending their workspace. Prior work has addressed
these challenges using model-based control frameworks such
as ALMA [1] and Unified MPC [2]. These methods ex-
cel at enforcing physical feasibility and dynamic stability
guarantees, which are essential for force-critical tasks such
as opening heavy doors or balancing payloads. However,
their reliance on explicit constraints and dense maps confines
them to low-level control and precludes semantic reasoning
or language-conditioned, mapless behavior, rendering them
unsuitable for adaptive real-world tasks such as home assis-
tance.

To bridge this gap, learning whole-body behaviors end-to-
end through Vision Language Action (VLA) models offers
a promising alternative. Recent advancements in embod-
ied Artificial Intelligence (AI) have been driven by large-
scale datasets. In manipulation, datasets such as Open X-
Embodiment [3] have enabled generalist VLA models in-
cluding OpenVLA [4] and 7y [5]. Similarly, in locomotion,
large-scale outdoor datasets have facilitated robust Vision
Language Navigation (VLN) for quadrupedal robots [6], [7].
While emerging work has begun to explore whole-body VLA
architectures for humanoid robots [8], there is currently no
comparable data-centric effort targeting quadrupedal mobile
manipulators.
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Fig. 1. Potential Applications of Quadrupedal Mobile Manipulators.

The primary bottleneck is the difficulty of collecting
synchronized whole-body data that captures the coupling
between locomotion and manipulation. To address this, we
propose a scalable dataset collection pipeline specifically
tailored for quadrupedal mobile manipulators. As illustrated
in Figure 1, these systems hold immense potential across
diverse domains ranging from last-mile delivery and ware-
house logistics to retail assistance and household service.

II. PROBLEM FORMULATION

We propose an end-to-end VLA framework for whole-
body control. Our policy 7 learns to map raw sensory inputs
directly to whole-body motion intents:
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where the inputs are egocentric image streams (o}™*), pro-
prioceptive history (of""), and language instructions (/). We
define the action space a)'® as Whole-Body Operational
Space Commands. These commands (e.g., base velocity
vectors, end-effector poses) are executed by a model-based
Whole-Body Controller (WBC) [1], [2], which guarantees
stability and feasibility.
To train this end-to-end policy, we collect a unified dataset
containing:
o Visual & Language (0},l): Raw RGB-D streams
aligned with high-level task instructions.
« Proprioceptive States (of"°"): Robot state history re-
quired for the policy’s context.
« End-to-End Action Targets (a)'®): The operational
space intents recorded from the expert. Learning these



Fig. 2.

Overview of the proposed framework. A scalable dataset is collected in two stages: (1) expert demonstrations generated by a model-based

whole-body controller (WBC), and (2) autonomous rollouts using VLN and VLA models for high-level motion generation, executed by a low-level WBC.
The collected multimodal data is used to train a VLA model that predicts whole-body intents, which are subsequently executed by a WBC for safety and
physical feasibility. The framework supports deployment on both high-performance compute and embedded robotic hardware.

targets allows the VLA to bypass complex planning
logic while retaining the safety benefits of the WBC.

o Metadata: Success labels to support filtering and cur-
riculum learning.

ITII. DATASET COLLECTION PIPELINE

To enable the learning of robust whole-body control, we
propose a scalable data collection framework, as illustrated
in Figure 2.

A. Stage 1: Expert WBC Demonstrations

We leverage the quadrupedal mobile manipulator platform
available in our laboratory to collect expert demonstrations
using a well-tuned model-based WBC. Unlike modular
learning approaches that treat locomotion and manipulation
separately, expert WBCs are explicitly designed to handle
the tight dynamic coupling and force modulation required
for complex whole-body interactions. High-level motion
references for the WBC are generated by scripted task
planners and parameterized model-based planners, rather
than teleoperation, ensuring reproducible and physically con-
sistent behaviors. Using this setup, we collect high-quality
demonstrations that include complex, dynamic, and force-
interactive behaviors. These range from dynamic payload
balancing (e.g., kettlebell pulling) to force-interactive tasks
(e.g., tug-of-war). During these, we record synchronized mul-
timodal data streams, including images and proprioceptive
states. Task goals from the scripted planners are paired
with generated semantic annotations, resulting in densely
language-captioned expert trajectories. By exploiting the
WBC'’s native ability to solve coupled force—position control
problems, Stage 1 provides stability-rich demonstrations that
serve as a strong physical prior for training the final VLA
model.

B. Stage 2: Autonomous Rollouts with VLN and VLA

To increase behavioral diversity and scale the dataset
beyond scripted scenarios, we deploy existing pretrained
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foundation models to perform autonomous high-level motion
generation. Specifically, we utilize a VLN model to plan
base locomotion trajectories to reach target areas, while a
VLA model generates manipulation waypoints for the robotic
arm to execute interaction tasks. These coordinated high-
level plans are then passed to the model-based WBC for
low-level motion control. Unlike the specialized dynamic
focus of Stage 1, this hierarchical approach leverages the
generalizability of SOTA models to efficiently scale data
collection across a wide range of common everyday tasks,
capturing diverse state distributions and recovery behaviors
essential for robust learning.

C. Finetuning and Deployment

Data from both stages are combined to train a VLA model
that generates whole-body intents from multimodal observa-
tions and language. The model is deployed on embedded
hardware and executed through a model-based whole-body
controller, enabling safe, language-conditioned operation of
quadrupedal mobile manipulators.

IV. CONCLUSION

This work addresses a critical bottleneck in embodied Al:
the lack of high-quality, unified datasets for quadrupedal
mobile manipulators. We introduce a scalable two-stage
pipeline that synergizes the strengths of distinct control
paradigms: leveraging expert model-based controllers to
capture complex, dynamic, and force-interactive behaviors,
while deploying pre-trained foundation models for scalable,
autonomous semantic motion generation. Furthermore, by
formalizing a hybrid architecture where learned policies
predict high-level operational space intents rather than raw
torques, we ensure physical feasibility and safety during both
data collection and deployment. Ultimately, this framework
provides the foundational data infrastructure required to
train generalist Vision-Language-Action models capable of
mastering unified whole-body coordination in unstructured,
open-world environments.
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